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Abstract We report our development of a vision-based mo-
tion planning system for an autonomous motorcycle de-
signed for desert terrain, where uniform road surface and
lane markings are not present. The motion planning is based
on a vision vector space (V2-Space), which is a unitary vec-
tor set that represents local collision-free directions in the
image coordinate system. The V2-Space is constructed by
extracting the vectors based on the similarity of adjacent
pixels, which captures both the color information and the
directional information from prior vehicle tire tracks and
pedestrian footsteps. We report how the V2-Space is con-
structed to reduce the impact of varying lighting conditions
in outdoor environments. We also show how the V2-Space
can be used to incorporate vehicle kinematic, dynamic, and
time-delay constraints in motion planning to fit the highly
dynamic requirements of the motorcycle. The combined al-
gorithm of the V2-Space construction and the motion plan-
ning runs in O(n) time, where n is the number of pixels in
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the captured image. Experiments show that our algorithm
outputs correct robot motion commands more than 90% of
the time.
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1 Introduction

Motivated by the DARPA Grand Challenge 2005,1 we have
developed a vision-based motion planning system for an
autonomous motorcycle (Fig. 1) to run across desert ter-
rain or ill-structured roads, where uniform road surface and
lane markings do not exist. Since global positioning system
(GPS) signals are not enough to guide the vehicle to avoid
obstacles, additional sensors and decision-making capabil-
ities are needed. Although the single-track platform (mo-
torcycle) provides us with strong off-road capabilities such
as excellent agility and navigation on rough terrain, and an
ability to pass through narrow openings, its limited size and
power supply do not allow us to install sophisticated sen-
sors such as multiple cameras or multiple laser range finders.
Because of size and power constraints, our motorcycle has
one video camera, a GPS receiver, a couple Inertial Mea-
surement Units (IMU), and two on-board computers. The
vision system consists of only one camera and one laptop
PC while the other computer is dedicated to vehicle bal-
ance and low level control. Furthermore, the highly dynamic
property of the motorcycle demands very responsive vision
data processing. These constraints motivate our research to
develop a fast and robust vision-based motion planning sys-
tem for an ill-structured road.

1http://www.darpa.mil/grandchallenge/
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Fig. 1 (a) Autonomous
motorcycle and (b) unstructured
road in desert

During the development of the vision-based navigation
systems for the autonomous motorcycle, we found that we
cannot separate road detection, motion planning, and vehicle
kinematics and dynamics into the isolated individual prob-
lems as a conventional approach would do. The dynamic na-
ture of the motorcycle platform determines that all of the
above are highly coupled together. For example, a trajectory
generated by the algorithm has to consider road conditions,
current vehicle status, and vehicle kinematic and dynamic
limits. We choose to take an integrated approach that com-
bines all of three elements above in the motion planning.

We found that the fundamental element of the integrated
approach is the data representation of ill-structured roads.
Although binary maps, lines, and polygons are common data
representations in a structured road, none of them are ap-
propriate for an ill-structured road because there is no clear
boundaries, no lane markings, and no uniform surfaces. We
propose a concept of the vision vector space (V2-Space),
which is a unitary vector set that represents local collision-
free directions using a 2D image coordinate system. The V2-
Space is constructed by extracting unit vectors based on the
similarity of adjacent pixels, which includes the color in-
formation and the directional information from prior vehi-
cle tire tracks and pedestrian footsteps. Designed as an open
framework, the V2-Space can support many existing devel-
opments, such as new road detections or machine learning
techniques, and still facilitate motion planning with vehicle
kinematic and dynamic constraints.

We report how the V2-Space is constructed using a
shadow/illumination invariant color model and a maximum
variance color projection method to reduce the impact of
varying lighting conditions in outdoor environments. We
also show that how the V2-Space can be used to incor-
porate vehicle geometric, vehicle dynamic, and time-delay
constraints in motioning planning to fit the highly dynamic
requirements of the motorcycle. The combined algorithm of
the V2-Space construction and the motion planning runs in
O(n) time, where n is the number of pixels in the captured
image. Experiments show that it outputs correct robot mo-
tion commands more than 90% of the time.

The rest of the paper is organized as follows, we review
existing work on the vision-based robot motion planning in

Sect. 2. We propose the V2-Space in Sect. 3. We present an
algorithm for the V2-Space construction and motion plan-
ning in Sect. 4. Experiments are reported in Sect. 5 and we
conclude the paper in Sect. 6.

2 Related work

Using vision to assist mobile robots and vehicles in navi-
gation has been a popular research field in the past decade
(Desouza and Kak 2002; Bertozzi et al. 2002). With appli-
cations ranging from intelligent vehicles to autonomous mo-
bile robots, research can be classified based on road condi-
tions, sensing methods, and vision algorithms.

If a robot is running on a well-structured road, such as
freeways or the roads in an urban area (Aufrere et al. 2003;
Sun et al. 2006), the primary focus of research is lane detec-
tion (Broggi and Berte 1995) using surface and boundary
features, and road following (Bertozzi and Broggi 1998),
which detects road trends. Since the road has a relatively
uniform surface and clear lane markings, techniques such as
road segmentation, road edge detection (Ekinci et al. 2000),
and curve-fitting (He et al. 2004) are often used to generate
vehicle control inputs.

When a robot is running in an unstructured environment
such as a natural environment (Manduchi et al. 2005; Freese
et al. 2006) or the surface of Mars (Volpe et al. 2000), terrain
classification and obstacle avoidance become the primary
challenges (Lorigo et al. 1997). In such cases, advanced
sensors such as stereo cameras, Laser RADAR (LADAR),
and appropriate sensor fusion techniques are necessary to
deal with the complex environment (Stephens et al. 1989;
Matthies et al. 1998; Ibanez-Guzman et al. 2004). Due to
the inherent difficulties in understanding natural objects and
changing environments, autonomous driving is still in its in-
fancy. However, existing results such as motion planning
with 3D vision and the use of multiple classifiers (Lorigo
et al. 1997; Dima et al. 2004) shed light on a different class
of problems, which are referred to as ill-structured (Ras-
mussen 2004) environments, where roads do not disappear
completely.
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We discuss the motion planning problem for an au-
tonomous motorcycle on an ill-structured road that does
not have clear lane markings or pavement but might contain
the color information and the directional information from
prior vehicle tire tracks and pedestrian footsteps. Recent de-
velopments in this area are largely driven by the DARPA
Grand Challenge in 2005. Although the 2005 DARPA Grand
Challenge indicates a big success in robot navigation devel-
opment, the vision-based navigation has almost no signif-
icant contributions to this success. All winning teams rely
on LADARs as primary sensing inputs during the race. This
also illustrates the reality of the vision-based navigation de-
velopment. It cannot be used as a reliable sensing mecha-
nism for robot navigation. The vision-based navigation on
ill-structured roads remains a challenging problem.

Although a LADAR is a great sensor to obtain the shape
of a road, it has the limitation of the inability of distinguish-
ing surface types (i.e. to tell the difference between a wa-
ter surface from a road surface). It is a great idea to com-
bine LADAR inputs with vision data (Manduchi et al. 2005;
Rasmussen 2006). However, this does not address the prob-
lem that long range LADARs are not eye safe and hence
cannot be used in a populated area. The vision-based navi-
gation that is based on passive sensing has its irreplaceable
advantages.

Stereo vision (Kolesnik et al. 1998) can provide 3D in-
formation about the environment. However, considering the
width limitations of the motorcycle platform, the “baseline”
distance between cameras would be very limited if binoc-
ular stereo vision is used. As pointed out by Michels et al.
(2005), a fast moving vehicle needs to observe obstacle at a
far distance, and the binocular cameras with limited “base-
line” distance cannot provide accurate and timely depth in-
formation (Davies 1997) in a dynamic and noisy environ-
ment as the vehicle would experience. Therefore, we de-
cided to use monocular vision in our system.

The primary challenge of monocular vision for ill-
structured roads arises from several aspects: (1) shadow
and illumination changes, (2) no clear road boundaries, (3)
drastic changes of road surface, and (4) little or no prior
knowledge of the roads. The motion blurring and the vi-
bration caused by a fast moving vehicle undermine im-
age quality. To address these issues, researchers approach
the problem using different strategies such as color vision
(Crisman and Thorpe 1991; Buluswar and Draper 1998;
Lorigo et al. 1997), road detection (Hong et al. 2002; Gru-
dic and Mulligan 2006; Avina-Cervantes et al. 2003), prior
knowledge of road surface (Ekinci et al. 2000), pixel vot-
ing (Rasmussen 2004), classifier fusion (Dima et al. 2004),
optical flow (Lieb et al. 2005), neural networks (Aufrere
et al. 2003), and machine learning (Michels et al. 2005;
Lieb et al. 2005; Dahlkamp et al. 2006; Happold et al. 2006).
Existing developments provides excellent building blocks

for the vision-based navigation. Complementary to existing
approaches, we take an integrated approach that combines
road/obstacle detection and vehicle dynamics with motion-
ing planning. The new approach start with looking for a new
data representation of ill-structured roads.

Raw vision data cannot be directly used to perform mo-
tion planning for a robot. For the structured environments,
high level geometric feature representations such as points,
lines, surfaces, and polygons can be used to abstract vi-
sion data (Zhang and Ostrowski 2002; Cowan et al. 2002).
For the unstructured or ill-structured environments, common
feature representations include binary maps and optical flow
(Lieb et al. 2005; Santos-Victor et al. 1993). Polygons can be
used if a road has a clear boundary (Mateus et al. 2005). The
optical flow is the vector field which warps one image into
another (usually very similar) image. The vector field cap-
tures both the motion of the robot and other moving objects
based on the adjacent video frames. It contains information
about moving obstacles and the robot, but it does not work
for a still vehicle and is sensitive to motion blurring.

Although desert roads have no clear boundaries, the tire
tracks and the foot steps left by prior vehicles or pedestrians
can provide directional information for vehicle motion plan-
ning. Broggi and Berte (1995) notice that similar informa-
tion is provided by lane-markings on urban roads and name
it “internal edges”. Rasmussen (2004) and Zhang and Rus-
sell (2005) name the directional information in ill-structured
roads as “dominating directions”. Rasmussen uses it to vote
for a vanishing point to guide the vehicle. However, one
pixel may have more than one dominating direction. A road
may fork or intersect with other roads. The directional in-
formation can also be trimmed using color information. Our
V2-space is designed to capture the information.

The proposed V2-Space approach is inspired by the vec-
tor field histogram (VFH) (Borenstein and Koren 1991). De-
veloped to assist a robot to navigate in a 2D environment
with range sensors, the VFH divides the environment ac-
cording to a Cartesian grid. For each grid cell, the VFH
keeps track of a histogram of range sensor readings with
respect to angular orientations. The VFH allows the robot to
keep track of the obstacles in the environment and enables
fast navigation. The VFH and our V2-Space share the sim-
ilar aspect of describing obstacle-free space using angular
coordinates with respect to each cell or pixel. As pointed out
by (Borenstein and Koren 1991), this representation allows
the fast navigation of mobile robots. However, the V2-Space
differs VFH in both its construction and its representation.
The V2-Space is constructed in sensor space, which is the
pixel coordinates defined by the camera, instead of using
the 2D Cartesian world space. Each entry in V2-Space is
a unitary vector set constructed according to the similarity
among local pixels instead of the sensor reading obtain by
range sensors in VFH.
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Fig. 2 Camera configuration on
the motorcycle

This paper extends our previous conference paper (Song
et al. 2006) by adding the velocity profile generation part
in motion planning for the motorcycle along with more ex-
periment results. The output of the algorithm is a desired
trajectory for the motorcycle to follow. The road following
problem with motorcycle dynamics constraints is not the fo-
cus of this paper and can be found in (Yi et al. 2006).

3 V2-space and problem description

3.1 Nomenclature

{W } 3D Cartesian world coordinate system (x, y, z).
{I } 2D image coordinate system (u, v).
F A raw video frame.
Fc A video frame after color correction.
Vs A video frame after surface verification.
V V2-Space.
φ Direction to next way point in degrees.
TW Motorcycle trajectory in {W }.
T Motorcycle trajectory in {I }.
cp The separation color used for surface

verification.
T +

W (T −
W ) TW ’s upper (lower) envelope in {W },

respectively.
T +(T −) T ’s upper (lower) envelope in {I }, respectively.
f Road Following Quality (RFQ) function.
lr (wr ) Motorcycle length (width), respectively.
τ Trajectory length in time.
τi Inter-iteration time for motion planning.
tm Measurement time delay.
td Decision/execution time delay.

3.2 Assumptions

A pin-hole model (Forsyth and Fonce 2003) is used for mod-
eling the on-broad video camera. It is assumed that the cam-
era is calibrated and that both the camera’s intrinsic and ex-
trinsic parameters (with respect to the vehicle) are known.
Therefore, we can determine a perspective projection matrix
M that projects a point/patch P = [x y z 1]T in the world
frame {W } to its corresponding pixel in the image frame {I }
as p = [u v 1]T

[u v 1]T = M3×4[x y z 1]T . (1)

We assume that the lens distortion of the camera is either
negligible or is compensated beforehand. It is worth men-
tioning that perspective projection matrix M depends upon
not only static camera mounting mechanisms but also on
vehicle orientation including pitch, yaw, and roll angles. As
illustrated in Fig. 2, the camera is mounted on the frame of
the vehicle. Since a running motorcycle has dynamic pitch,
yaw, and roll angles, matrix M is not a constant. We as-
sume that we can read vehicle pitch, yaw, and roll angles
from an IMU. We also ignore the camera vertical motions
caused by vehicle suspension because the vertical motions
can be sensed by another IMU that is attached to the cam-
era and can be compensated later. We assume that the vehi-
cle maintains contact with ground at all time. Therefore, we
can obtain M in real time, which means that the dynamic
correspondence between {I } and {W } is known. We also as-
sume that ground surface is relatively flat. Therefore, it can
be treated as a ground plane. Depth information can be esti-
mated using intrinsic and extrinsic camera parameters in the
monocular vision.
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3.3 Inputs

The video data from a camera are the primary input for our
motion planning system. Define the pixel set of a raw video
frame F with n = l ×h pixels as I = {(u, v) | 1 ≤ u ≤ l,1 ≤
v ≤ h,u, v ∈ N}, where (u, v) are pixel coordinates in {I }.
The video frame F is a matrix of RGB values

F = (F)uv = ((R,G,B))uv, (u, v) ∈ I, (2)

where R,G,B ∈ Z and 0 ≤ R,G,B ≤ 255 are integer inten-
sity values for each color channel. Another important input
of the system is the direction angle to the next waypoint φ

obtained from onboard GPS signals.

3.4 V2-Space

The V2-Space is a collection of unitary vectors that de-
scribes local collision-free directions. For frame F , its V2-
Space is,

V(F) = {�(u, v) : collision-free directions at pixel(u, v)},
(3)

where �(u, v) ⊆ [0,2π) is a set of collision-free directions
at location (u, v),
⎧
⎨

⎩

�(u, v) = [0,2π), if pixel (u, v) is on the road,
�(u, v) = ∅, if pixel (u, v) is an obstacle,
�(u, v) ⊂ [0,2π), if pixel (u, v) is on boundary.

(4)

Figure 3 shows an example of the defined collision-free
directions at different pixels. Since the V2-Space uses the
same pixel coordinate of the raw frame in (2), the perspec-
tive projection relationship in (1) holds between the V2-
Space and {W }.

Fig. 3 An example of the collision-free directions �

3.5 Problem statement

In each iteration, the motion planning system takes an im-
age F as input and outputs a trajectory. The length of the
trajectory in time is defined as τ . Trajectory length τ is not a
constant but a function of current vehicle speed and camera
coverage. In fact, τ is unknown before a trajectory and its
velocity profile are generated. On the other hand, our mo-
tion planning algorithm runs every τi milliseconds, which is
a constant. To ensure that there is always a planned trajec-
tory for the vehicle at any time, the inter-iteration time τi has
to be strictly less than τ . This constitutes the feasibility con-
dition of the motion planning algorithms. A short τi , which
usually depends on how fast the algorithm can run, would
significantly improve the feasibility of the planning.

Although a trajectory has a length of τ > τi , only the
first [0, τi] part of the whole trajectory [0, τ ] will be exe-
cuted because next trajectory will replace the current tra-
jectory at time τi . However, the overlapping part [τi, τ ) is
still useful because it helps us to improve the system ro-
bustness and connection smoothness among piecewise cur-
vatures. We will explain it below in the section of velocity
profile generation.

The problem formulation for each planning iteration
(with the time period τi ) is,

Definition 1 (Motion planning) Given F and φ, find trajec-
tory

TW(τ) = {(x(t), y(t)) | t ∈ [0, τ )} (5)

for the robot, where (x(t), y(t)) is the robot position in {W }
at time t .

We propose to solve the above motion planning problem
in the image frame {I }. In the following, we first discuss how
to compute TW(τ) using the defined V2-Space and then find
the optimal motorcycle motion trajectory TW(τ).

4 Algorithms

We propose to use a computational approach for the mo-
tion planning problem. Because the planning period τi is
small, we can approximate trajectory TW(τ) by a circular
curve starting at the current motorcycle position and tangent
to the current vehicle velocity. A circular curve has a con-
stant curvature, which is a special case of a curve with a lin-
ear curvature. To ensure the controllability, Ma et al. (1999)
have proved that a nonholonomic robot such as a motorcy-
cle can only track a piecewise linear curvature under per-
spective projection. The overall trajectory generated by our
algorithm is piecewise a linear curvature, which ensures that
motorcycle can execute the planned path (Yi et al. 2006).
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Using such an approximation, we can denote the trajec-
tory TW(τ) by a triplet (R,d, vp(t)) as

TW(τ) = {(R,d, vp(t)) | R ∈ [Rmin,∞),

d ∈ {0,1}, t ∈ [0, τ )}, (6)

where R is the radius of the trajectory, binary variable d = 0
(left) or 1 (right) for the trajectory direction with respect to
the current velocity direction, vp(t) is the velocity profile of
the trajectory, and Rmin is the minimal turning radius of the
motorcycle. We compute TW(τ) given by (6) in two steps:
first, we compute V2-Space, V , and then we search for a
trajectory in V using a set of circular candidate curves. We
begin with the first step of the V2-Space construction.

4.1 V2-Space construction

The V2-Space construction is a non-trivial feature extraction
problem. We propose a three-step V2-Space construction-
algorithm as illustrated in Fig. 4.

4.1.1 Color correction

The purpose of color correction is to minimize the shadow
and illumination change effects. Hue, Saturation, and Inten-
sity (HSI) color models have been used widely in road iden-
tification research because they are insensitive to illumina-
tion (Forsyth and Fonce 2003). However, our initial experi-
ments have shown that the HSI color model is not very ef-
fective in shadow elimination. We have tested and compared
a number of color models such as HSI, normalized Blue
(Pomerleau 1993), and the l1l2l3 and the c1c2c3 in (Gevers
and Smeulders 1999). Although the c1c2c3 color model is
originally designed to be shadow-invariant under the indoor
lighting conditions, our experiments show that it is the best

Fig. 4 V2-Space construction block diagram

shadow and illumination invariant color model for outdoor
vision algorithms,

c1 = arctan

(
R

max(G,B)

)

,

c2 = arctan

(
G

max(R,B)

)

, (7)

c3 = arctan

(
B

max(R,G)

)

.

Figure 5(b) shows that the c1c2c3 color model is very ef-
fective in shadow elimination. With the corrected color in-
formation, our content analysis in subsequent steps becomes
significantly more robust. Let us define the output of this
step as,

Fc = {(u, v), c1, c2, c3 | (u, v) ∈ I }.
It takes O(n) time to compute Fc for an n = l × h-pixel
frame.

4.1.2 Surface verification

The purpose of surface verification is to identify obstacles
and other non-road regions. It outputs a description of free
space that the vehicle can pass through. Let us define such
free space as Vs , which takes the same format as (3). The
transformation from Fc to Vs is a data-reduction process that
builds on both prior knowledge and statistic techniques.

As prior knowledge, we find that desert terrain is not
completely unstructured. Vegetation can serve as a nice
marking of non-road regions. A large portion of Fc con-
tains only two types of surface: the sandy surface and the
vegetated surface. A continuously connected surface of the
sandy surface is more likely to be a road. Therefore, our first
step is to find an effective color discrimination to separate
the two types of surfaces. Since vector (c1, c2, c3) is a 3D
point in color space, our conjecture is that there should exist
an unknown plane in the color space such that the difference
between the two types of surfaces is maximized if we project
(c1, c2, c3) to the plane. The question then becomes how to
find the plane.

Define (w1,w2,w3) as the unitary normal vector of the
plane. The color projection of a pixel (u, v) in Fc is the inner
product of two vectors,

cp(u, v) = w1c1 + w2c2 + w3c3, (8)

where cp(u, v) is the separation color that will be used to
classify pixels. We employ a data-driven method to estimate
(w1,w2,w3) by maximizing the variance,

(w1,w2,w3) = arg max
w1,w2,w3

Var(cp(u, v))

s.t. w2
1 + w2

2 + w2
3 = 1.
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Fig. 5 A example of the
V 2−space construction. a An
original video frame with
shadow. b The classification of
the road using c3 signature in
the shadow invariant color
model (c1, c2, c3). c Output of
surface verification.
d Collision-free direction
information � over surface
pixels. We omit the regions with
� = ∅

Fig. 6 Appearance-based
obstacle detection. a The
reference region in {W }. b The
trapezoid is the reference region
in {I }

This can also be viewed as a variation of the unsupervised
linear classifier according to (Herbrich 2002). Since the
separation color (w1,w2,w3) depends on the lighting con-
ditions and surrounding environments, it usually does not
change dramatically in navigation and can be either pre-
computed or repeated at long intervals (i.e. every 5 minutes).
We actually run it as the parallel routine of the main motion
planning algorithm.

Now we can reduce Fc to Fp = {cp(u, v) | (u, v) ∈ I }.
We build on the appearance-based obstacle detection method
in (Ulrich and Nourbakhsh 2000) to detect obstacles and
classify regions. The method is based on the assumption
that there exists a reference road region in the image. The
reference region is believed to be on the road because it is
usually the closest region in front of the robot if the robot
stays on the road. The trapezoid region (in {I }) in Fig. 6(b)
is used as the reference region. Using the pixels in the ref-

erence region, we can construct a Gaussian distribution on
the projected color cp(u, v). The road surface verification
step checks the pixels outside the reference region and clas-
sifies them as either road or non-road based on the confi-
dence interval constructed from the Gaussian distribution.
If pixel (u, v) is located in the confidence interval, then
�(u, v) = [0,2π); otherwise, �(u, v) = ∅. Therefore, it
takes O(n) to compute the transformation from Fc to Vs .
Figure 5(c) shows an example of the surface verification
output.

A hidden problem in this method is how to guarantee the
reference region is really on the road when the motorcycle is
running. Figure 6(a) illustrates a discrepancy dr between the
robot location and the reference region. It causes the plan-
ning space to be ahead of the real robot location. Therefore,
even if the robot is on the road, the reference region could be
outside the road on narrow turns, which can cause the fail-
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Fig. 7 Directions extracted for
a pixel. a A pixel at (u, v).
b The similarity comparison
along eight neighboring
directions. c The extracted
direction information

ure of the algorithm. We will address this problem later in
Sect. 4.2.3.

4.1.3 Direction extraction

The purpose of direction extraction is to reduce set Vs by ex-
tracting directional information about the road surface. Al-
though desert roads do not have clear lane markings simi-
lar to those on the structured roads, they do contain tracks
and footsteps left by previous vehicles or pedestrians. These
tracks and footsteps can provide useful directional informa-
tion.

To extract directional information, we must search local
collision-free directions for each pixel in Vs . A straightfor-
ward approach is to employ the pixel similarity comparison
as shown in Fig. 7. Since each pixel has at most 8 neighbor-
ing pixels (Fig. 7(b)), we divide [0,2π) into 8 corresponding
subsets. We check each direction for pixel similarity. If the
neighboring pixel along one direction is statistically similar
to the pixel at (u, v), we update �(u, v) accordingly along
that direction. Figure 7(c) illustrates the output �(u, v) for
the example.

To reduce noise effects, in practice we check 5–10 pixels
along each direction. Our approach takes O(n) in this step.

Remark 1 We want to point out that the V2-Space can be
constructed at different resolutions. Although the definition
of the V2-Space in (3) and (4) suggests the relationship of
one-to-one correspondence between each pixel (u, v) and
a direction set �(u, v), the V2-Space can be constructed
at lower resolutions. If so, a direction set � corresponds
to a squared-patch of pixels instead of a single pixel. This
also allows the introduction of more robust methods for the
surface verification or the directional extraction such as the
texture matching (Schaffalitzky and Zisserman 2001). Con-
structing the V2-Space at a lower resolution can greatly im-
prove the robustness to noise at a price of the inability to
distinguish small obstacles. However, if we know the vehi-
cle has enough ground clearance, we do not need to consider
small obstacles.

Remark 2 It is worth mentioning that the V2-Space provides
an open framework rather than a fixed method. If the com-
putation power is not constrained, more sophisticated meth-
ods can be applied here. For example, we can upgrade the
surface verification with the texture classification (Schaffal-
itzky and Zisserman 2001) instead of the straightforward
Gaussian method. We can also extract the directional in-
formation for each pixel by comparing the texture infor-
mation instead of just color values. More effective classi-
fiers such as the Polynomial Mahalanobis Distance (Grudic
and Mulligan 2006) can be also applied here to extract the
road surface. The recent developments (Michels et al. 2005;
Lieb et al. 2005; Dahlkamp et al. 2006; Happold et al. 2006)
on machine learning for the vision-based navigation can also
be applied with the V2-Space.

4.2 Motion planning in V2-Space

With the introduction of the V2-Space, the motion planning
problem for the motorcycle can be quantitatively formu-
lated. To generate timely and accurate robot control com-
mands, we need to consider many factors such as image
processing delay and motorcycle geometric, kinematic, and
dynamic limits. We begin with the motion planning in V2-
Space using a point robot without time delay and then con-
sider the factors above to form a complete motion planning
solution for the autonomous motorcycle.

4.2.1 A point robot with no time delay

Using the perspective projection mapping P in (1), we can
obtain the trajectory T (projection of TW in {I }) for a set of
circular arc trajectories (R,d) (bold symbols (R,d) denotes
a set of (R,d)s in {W }) as,

T = {(u, v) | (u, v) = P(R,d),P : projection map}. (9)

We need to evaluate T in V to obtain an obstacle-free tra-
jectory. Assuming T overlaps with V at pixel (u, v), the di-
rection α at pixel (u, v) of the trajectory is,

α(u, v) = atan2(�u,�v), (u, v) ∈ T . (10)
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Fig. 8 Sample candidate arc
trajectories and vehicle
boundaries in (a) the world
coordinate system {W } and
(b) the image coordinate system
{I }. The solid arcs are candidate
trajectories while dashed arcs
are augmented boundaries of the
vehicle that characterize the size
of the vehicle and the
size/location of the reference
region defined in Fig. 6. Each
solid arc has two corresponding
dashed arcs

For a candidate arc (R,d) ∈ (R,d), we can calculate α

and then evaluate the trajectory by checking how well it fits
in V . We define a road following quality (RFQ) function
f (u, v;R,d),

f (u, v;R,d) =
⎧
⎨

⎩

0, if �(u, v) = ∅,
1, if α(u, v) ∈ �(u, v),
| cos(θd)|, otherwise

(11)

where θd = infV |α(u, v) − ∂�| is the minimum distance
between α(u, v) and �(u, v), and ∂� is the boundary of
�. In other words, θd is the distance between a given point
α(u, v) and a data set �(u, v). It characterizes how close the
direction α(u, v) is to be collision-free.

Therefore, we formulate the motion planning problem as
an optimization problem: looking for a trajectory that maxi-
mizes the RFQ function,

max
T

∑

(u,v)∈V
f (u, v;R,d). (12)

The numerical solution for (12) will not provide a com-
plete obstacle-free trajectory because along T , f (u, v;R,d)

could be zero if one pixel (u, v) is an obstacle. Therefore, we
should impose the constraint f (u, v;R,d) > 0, t ∈ [0, τi).
Since (R,d) uniquely defines a candidate trajectory, then
we can find an obstacle-free trajectory by solving the con-
strained optimization problem,

(R,d) = arg max
T

∑

(u,v)∈V
f (u, v;R,d)

s.t. f (u, v;R,d) > 0.

(13)

There are infinite number of candidate trajectories. Find-
ing the exact optimal solution is computationally expensive
and unnecessary. Due to the uncertainties in ground frictions
and control errors, the motorcycle is not able to follow an
“optimal” trajectory exactly. The ability of the trajectory-
following determines the necessary accuracy needed in the
solution. Therefore, we take an approximate approach by

using a predefined candidate solution set, which is initially
consisted of seven circular candidate T0, . . . ,T6. The num-
ber of candidates can be adjusted with respect to how ac-
curately the vehicle can execute the trajectory. We will take
the best trajectory out of the seven candidate solutions as
the chosen trajectory. If none of the seven candidate arcs are
obstacle-free, we can simply take the best out of the seven
because it represents minimum risk of hitting a big obsta-
cle. Figure 8 illustrates the seven candidate arcs T0, . . . ,T6

in the solution space. Candidate arcs (R,d) are defined in
the world coordinate system as illustrated in Fig. 8(a) and
the projected image in Fig. 8(b).

After a trajectory (R,d) is chosen, we need to generate
its velocity profile vp(t) along the circular trajectory. We
have to consider several factors. First, the motorcycle can-
not run too fast for a given trajectory radius R. If we as-
sume the road surface can provide a constant maximum lat-
eral friction force, for a given turning radius R, the maxi-
mum allowable velocity v̄ to balance the vehicle has to sat-
isfy v̄(R) = kf

√
R, where the constant kf is determined by

road/tire interaction properties (Yi et al. 2006). On the other
hand, we also constrain the motorcycle velocity to be faster
than its slowest velocity v for stability requirements.

Our current approach is to choose a velocity v(τi) at time
τi and to perform linear interpolation for vp(t), t ∈ [0, τi).
Recall that τi < τ is the moment that the next planning iter-
ation starts. Bounded velocity v(τi) depends on the quality
of road ahead,

v(τi) = min

{

v + (v̄ − v)

S

×
∑

(u,v)∈V
t∈[τi ,τ )

f (u, v;R,d)

|(u, v) ∈ V, t ∈ [τi, τ )| , v̄
}

, (14)

where

S =
∑

(u,v)∈V,t∈[0,τ ] f (u, v;R,d)

|(u, v) ∈ V, t ∈ [0, τ ]|
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indicates the quality of the whole trajectory using RFQ per
pixel in [0, τ ], and term

1

S

∑

(u,v)∈V
t∈[τi ,τ )

f (u, v;R,d)

|(u, v) ∈ V, t ∈ [τi, τ ]| = s1

indicates relative quality of the road ahead. If RFQ per pixel
of the trajectory in [τi, τ ] is better than that of [0, τ ], then
s1 > 1 and we take the maximum feasible speed, which is v̄,
at time τi . Otherwise, we reduce the speed to be conserva-
tive.

Remark 3 The constraint in (13) insists a completely obsta-
cle free trajectory in solution. Since the vehicle has some
ground clearance, it is worth mentioning that the constraint
can be relaxed according to the threshold of the obstacle
size.

4.2.2 Incorporating GPS information

Recall that the GPS input is a direction angle φ that points to
the next way point. We also need to evaluate each trajectory
using φ. For T , we have its starting location (x(0), y(0))

and the location right before the next iteration (x(τi), y(τi)).
The overall direction θτ in (0, τ ) is,

θτ = atan2(x(τ ) − x(0), y(τ ) − y(0)).

The weight of each trajectory w(T ) is based on how much
θ and φ agree with each other,

w(T ) = cos(θτ − φ). (15)

Therefore, we can use w(T ) as a weighted factor of the road
following function f (u, v;R,d) in (13) to calculate the best
candidate trajectory. It is worth mentioning that this addi-
tion actually incorporates the GPS way point navigation ca-
pability into our algorithms. When there are no clear road
features, the weight introduced here dominates the output of
the algorithm and it becomes a GPS way-point navigation
algorithm. This increases the robustness of the algorithm to
deal with the situation when the vehicle runs off the road.

4.2.3 Vehicle size and image processing delay

Define lr and wr as motorcycle length and width, respec-
tively. To guarantee that the reference region in Fig. 6(b) is
on the road, we augment the real motorcycle by adding the
reference region with discrepancy distance dr as part of the
robot geometric model. Therefore, lr and wr are actually
larger than the real robot size.

We also augment the trajectory evaluation to the neigh-
boring regions of the candidate trajectory. Figure 8 illus-
trates the neighboring region in dashed arcs. For the tra-
jectory in (6) that starts at (x(0), y(0)) in {W }, the upper

Fig. 9 A schematic of delay compensation

envelope of the neighboring region is a concentric arc that
starts at (x(0) + wr/2, y(0)) with radius R + wr

2 ,

T +
W (τ) =

{(

R + wr

2
, d

)∣
∣
∣starting at

(

x(0) + wr

2
, y(0)

)}

(16)

and similarly the lower envelope is

T −
W (τ) =

{(

R − wr

2
, d

)∣
∣
∣starting at

(

x(0) − wr

2
, y(0)

)}

.

(17)

With T +
W (τ) and T −

W (τ), we can compute their projection
T + and T − using (9). Define T as the pixels between T +
and T −, which is the set of pixels in the neighboring region
of T . T can be understood as the sweeping region in {I }
of the augmented motorcycle. For the ith candidate arc Ti ,
0 ≤ i ≤ 6, its corresponding sweeping region is defined as
Ti . We can then modify (12) to incorporate the vehicle size

max
Ti

∑

(u,v)∈V
f (u, v;Ti ). (18)

With the augmentation, RFQ function f also needs to be up-
dated. Recall that f is the function of the angular distance
α(u, v) between the tangent line of the candidate arc and the
direction set �(u, v) in (11). Equation (10) illustrates how
to compute α(u, v) if (u, v) overlaps with the candidate arc.
However, a pixel(u, v) might not be located exactly on the
candidate arc since we introduced T. For pixels that are not
on the candidate arc, (u, v) ∈ T ∩ T̄ , we use a pseudo candi-
date arc to compute α(u, v). The pseudo candidate arc is an
circular curve that shares the same center with T in {W }.

Image capturing, processing, communication, and the ro-
bot control all take time, and these actions result in a time
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Algorithm 1: Motion Planning Algorithm

delay. Such a delay can be further classified as a measure-
ment delay and a decision/execution delay. Measurement
delay tm refers to the elapsed time from the moment that the
camera captures a frame to the moment that RGB data enter
computer memory. Decision/execution delay td refers to the
interval between the moment that the system takes the frame
from memory to the moment the robot actually executes the
resulting control command from the algorithm output.

Assuming t = 0 at the beginning of each iteration, motion
planning is then based on the frame captured tm time ago
and the command generated will be executed td time later.
To address such a time discrepancy, we can compensate for
the time delay by shifting the starting location of the planned
trajectory to its actual location at td . Figure 9 illustrates how
to compensate for the delay. Without loss of generality, we
assume that {W } has its origin at the center of the lower edge
of the camera field of view. Then the last known position
with respect to V is (x(−tm), y(−tm)) = (0,−dr), where

dr is the discrepancy distance illustrated in Fig. 6. There-
fore, we can estimate (x(td), y(td)) by taking velocity inte-
grals over time period between −tm and td . The estimated
((x(td), y(td)) is the new starting point of trajectory TW(τ).

4.3 Algorithm

Combining the analysis above, we have motion planning Al-
gorithm 1. It is clear that the overall algorithm runs in O(n)

time.

5 Experiments and results

We have implemented the algorithm on a laptop PC with a
1.6 GHz Centrino processor and 512 MB RAM. The camera
used is a Canon VCC3 camera with a 47.5° horizontal field
of view. Based on Microsoft Direct X SDK version 9.0, our
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Fig. 10 An illustration of
V2-Space algorithm using a
snapshot of the video clip
captured in the Mojave desert.
(a) Vs , (b) V , (c) result of the
arc evaluation using (18), and
(d) final choice of the arc with
GPS inputs

algorithm can run with an input from either a live video from
the camera or pre-recorded video clips. Our algorithm can
process the video at a speed of 5 frames per second.

5.1 Experiments with video clip

The first step of the experiments is to test the algorithm us-
ing the video data from the route of DARPA Grand Chal-
lenge. Figure 10 illustrates the algorithm using one of the
snapshots in the two hour video clip. Figure 10(a) illustrates
the results of surface verification. Black pixels represent re-
gions that look close to the road surface. It is clear that the
data are very noisy because the difference between the road
and its surrounding environment is not significant. However,
after directional information is extracted, the resulting V in
Fig. 10(b) is quite a good fit of the real road (we use the cir-
cular direction to indicate the direction information at each
pixel). One thing that was not mentioned early in the paper is
that we do not process saturated pixels because they do not
contain much information. This can also filter out the bright
sky background and improve computation speed. This ex-
plains why there are so few vectors in Fig. 10(b). Even there
are fewer vectors in Fig. 10(b), the overall V is sufficient
for motion planning. Table 1 and Fig. 10(c) illustrate the re-
sult of candidate arcs evaluation without GPS inputs. The

Table 1 The evaluation of candidate arcs w.r.t. the RFQ functions in
(18) for the examples in Figs. 10 and 11

Fig. 0 1 2 3 4 5 6

10 271.2 129.6 88.0 147.3 717.1 512.2 286.4

11(a) 556.7 524.0 1079.0 1303.8 1330.3 475.4 321.3

11(b) 794.4 960.7 1346.8 1031.3 922.2 1105.6 794.8

vision algorithm ranks three top choices including arcs 3, 4,
and 5. Figure 10(d) show how a GPS signal is used to iden-
tify the final choice. Figure 11 uses two more examples to
further illustrate how a GPS signal can be used to improve
the quality of the output of the vision algorithm. Note that
the starting points of the arcs in all examples are calculated
with the considerations of vehicle kinematic constraints and
time-delays.

During the test, we found that the algorithm has a suc-
cessful classification rate of 91%. The successful rate is
computed as follows: we extract each frame and its corre-
sponding GPS data from the video clip and log file as input
to run our algorithm. At the same time, human inputs, which
pick the best candidate arc out of the 7 candidate arcs, are
used as ground truth. If the algorithm output matches human
inputs for a given frame, then it is a success frame. The test-
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Fig. 11 Two examples using
the video data from the Mojave
desert

Fig. 12 Robots used for field
tests

ing DVD video lasts 23 minutes and 21 seconds. We have
verified the algorithm on total 7005 frames. It outputs 6375
successful frames. Therefore, the rate of success is 91%. It
is worth mentioning that the result does not mean that the
vehicle will fail in the rest 9% of the time. Because there
is a significant overlap between adjacent frames, it needs
several consecutive failures to lead the vehicle to leave the
road. Therefore, the actual performance should be much bet-
ter than the successful rate on individual frames.

For example, if a road is 3 meters in width, a motorcy-
cle traveling speed of 20 km/hr is equivalent to 5.555 m/s.
Saying that the turn radius of the vehicle has to be lim-
ited to more than 5 m due to its dynamics and friction
constraints. If the vehicle is in the middle of road, it is
3/2 = 1.5 m away from the boundary of the road. Given
a 5 m turn radius and a velocity of 5.555 m/s, it takes
at least 0.716 seconds to hit the road boundary. Given the
fact that the motion planning algorithm runs every 200 mil-
liseconds, a duration of more than 0.716 seconds means
at least 3 iterations of our motion planning algorithm. It
only takes one successful trial out of the three trials for

the vehicle to remain on the road. If each trial has a prob-
ability of failure of 0.1, the probability of three consecu-
tive failures is 0.13 = 0.001 if each trial is completely in-
dependent. Due to the overlap between images, the three
runs is not completely independent. The true failure rate is
somewhere between 0.1 and 0.001. Of course, the reality
is more complicated than this simple computation. How-
ever, it reveals the facts that (1) the successful rate metric
in our experiment is a conservative metric and (2) the ve-
hicle can survive better if the algorithm can run at a faster
speed.

The failure cases tend to happen at the moment when
the road surface changes drastically. For example, if part
of the road is covered by water, the algorithm cannot dis-
tinguish the water from obstacles, which is expected be-
cause our existing implementation does not take the sophis-
ticated surface classification into account. Another problem
is caused by the inherent limitations of monocular vision.
If the surface of the road is identical to the surface of an
obstacle, the algorithm fails because it cannot tell the differ-
ence.
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5.2 Field tests

Interestingly, field tests have shown that our algorithm also
works with structured environments. Before we tested the
algorithm on a running motorcycle, we ran it on a smaller
mobile robot. We conducted experiments in a golf course,
local parks, and on the university campus, in which both the
structured and ill-structured environments exist. The smaller
robot is a three wheel robot with two front driving wheels
and one rear caster as illustrated in Fig. 12(a). The robot
is 30 cm wide and 45 cm tall and can travel at a speed of
25 cm/s with 25 lbs payload. It is also equipped with two
wheel encoders and a digital compass, which is used to sim-
ulate GPS inputs.

Following the same successful rate metric, the robot can
make correct decisions at a rate of 92%, which is better than
the video clip results because the road conditions are less
difficult. We believe this performance can be further im-
proved if our robot had a better wheel encoder. The wheel
encoders used in the robot only have a resolution of 32
pulses per revolution, which limits the accuracy of location
estimation.

6 Conclusions and future work

In this paper, we report our development of a vision-based
motion planning algorithm for an autonomous motorcycle.
To efficiently process video data and perform motion plan-
ning, we propose the V2-Space, a new framework that repre-
sents road features and allows fast construction and motion
planning. We use a shadow and illumination invariant color
model to construct the V2-Space to reduce the impact of
varying lighting conditions in an outdoor environment. We
extract directional information from the prior tire tracks and
pedestrian footsteps on the road to refine our V2-Space. The
V2-Space also allows us to consider vehicle kinematic, dy-
namic, and time-delays in motion planning to fit the highly
dynamic requirement of the motorcycle. We propose a V2-
Space construction and motion planning algorithm that runs
linear to the number of pixels. The algorithm is tested both
with video clips from the desert and in field experiments.
It outputs correct robot motion commands at a rate of more
than 90%.

More experimental testing on an autonomous motorcycle
is currently under way. In the future, we will consider in-
corporating the V2-Space in a stereo vision system. We will
perform partial construction of the real 3D environment in
the V2-Space to allow fast computations. We will also in-
corporate machine learning techniques into the V2-Space to
improve the vehicle’s capability of adapting to different ter-
rains.
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